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Agenda

• Variational inference: a step back

• Example: normal mixture model

• Supervised LDA
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What are we doing?

Let’s return to the EM algorithm setup, where we have
z = z1:M latent variables and x = x1:N observations. In
addition, we have some fixed parameters α.
We are interested in the posterior distribution of the latent
variables: that is, our best guess about the distribution of the
latent variables having observed the data. Formally,

Pr(z|x, α) = Pr(z,x|α)∫
z Pr(z,x|α)

(Why?)
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It’s the law of conditional probability

Pr(A|B) =
Pr(A ∩B)

Pr(B)

Thus,
Pr(z|x, α) = Pr(z,x|α)

Pr(x|α)
The denominator is equivalent to integrating over the z’s:

Pr(x|α) =
∫
z
Pr(z,x|α)

This posterior links the observed data and our model.

4
.



Example: a normal mixture model

1. First, create “types” (K of them), defined as normal
distributions with different means

• Draw µk ∼ N (0, τ2) for k = 1, ...,K

2. Then, create n observations by first determining their
type, then generating them from that distribution. For
i = 1, ..., n:
a. Draw zi ∼ Mult(π)
b. Draw xi ∼ N (µzi , σ

2)

We sample your “type” from a multinomial distribution, then
we sample your outcome from the normal distribution
associated with that type.
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Let’s write the posterior

We are interested in the posterior distribution of the latent
variables z1:n and µ1:K (group membership, and the
associated means for each group).
We are not interested in τ , σ2, or π, and treat them as fixed
here. Suppressing the fixed parameters,

Pr(µ1:K , z1:n|x1:n) =
Pr(µ1:K , z1:n, x1:n)

Pr(x1:n)

By independence of the draws of µ1:K and z1:n, the numerator
is:

K∏
k=1

Pr(µk)

n∏
i=1

Pr(zi)Pr(xi|zi, µ1:K)
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Let’s write the posterior

For the denominator, we take the numerator and integrate over the
continuous µ’s and sum over the discrete z’s:

Pr(x1:n) =

∫
µ1:K

∑
z1:n

K∏
k=1

Pr(µk)

n∏
i=1

Pr(zi)Pr(xi|zi, µ1:K)

What now? We could use conditional independence of the zi’s
given the cluster assignments to move the sum inside:

Pr(x1:n) =

∫
µ1:K

K∏
k=1

Pr(µk)
n∏

i=1

∑
zi

Pr(zi)Pr(xi|zi, µ1:K)

But this is hard to compute. How about moving the sum to the
outside?

Pr(x1:n) =
∑
z1:n

∫
µ1:K

K∏
k=1

Pr(µk)

n∏
i=1

Pr(zi)Pr(xi|zi, µ1:K)

That’s feasible, but we haveKn terms in the summation. Let’s not.
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Variational inference: the intuition

1. Instead of the first route, we’re going to pick a family of
distributions over the latent variables with its own
variational parameters. Returning to the general notation
of observed x1:N and latent z1:M , we have a family of
distributions:

q(z1:M |ϕ)

where the ϕ’s are distributional parameters.
2. We find the parameters (ϕ’s) that make q “as close as

possible” to the true posterior.
3. We use q as a proxy for the true posterior.
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“As close as possible”: the KL divergence

We formally define finding the best q’s as those that minimize
the KL divergence:

KL(q(z)||p(z|x)) = Eq

[
log

q(z)

p(z|x)

]
= Eq[log q(z)]− Eq[log p(z|x)]

= Eq[log q(z)]− Eq

[
log

(
p(z, x)

p(x)

)]
= Eq[log q(z)]− Eq[log p(z, x)] + Eq[p(x)]

= − (Eq[log p(z, x)]− Eq[log q(z)])︸ ︷︷ ︸
ELBO

+Eq[log p(x)]

Notice that minimizing the KL divergence is the same as
maximizing the evidence lower bound.
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The coordinate ascent algorithm

• We iteratively optimize each variational distribution while
holding the others fixed at their prior values.

• For a variational distribution k, we perform the update:

log q∗(zk) ∝ E−k[log p(z1:M , x1:N )]

where E−k is shorthand for the expectation with respect
to all the other variational distributions: zm|m̸=k.

10
.



What lets us do this?

Take a look at the evidence lower bound:
ELBO = Eq[log p(z1:M , x1:N )]︸ ︷︷ ︸

1

−Eq[log q(z1:M )]︸ ︷︷ ︸
2

(1) Recall the chain rule of probability:
Pr(A1, ..., AN ) = Pr(AN |AN−1, ..., A1)Pr(A1, ..., AN−1). This
allows us to write:

Pr(z1:M , x1:N ) = Pr(x1:N )
M∏
j=1

Pr (zj |z1:j−1, x1:N ))

which lets us write (1) as:

Eq[log p(x1:N )] + Eq

 M∑
j=1

log p(zj |z1:j−1, x1:N )
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What lets us do this?

ELBO = Eq[log p(z1:M , x1:N )]︸ ︷︷ ︸
1

−Eq[log q(z1:M )]︸ ︷︷ ︸
2

(2) We lean on the factorization assumption, which assumes
independence of the variational parameters:

q(z1, ..., zM ) =

M∏
j=1

q(zj)

which allows us to write (2) as:

Eq

log M∏
j=1

q(zj)

 = Eq

 M∑
j=1

log q(zj)
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What lets us do this?

ELBO = Eq[log p(z1:M , x1:N )]︸ ︷︷ ︸
1

−Eq[log q(z1:M )]︸ ︷︷ ︸
2

Putting it together, we can rewrite the ELBO:

ELBO = Eq[log p(x1:N )] +
M∑
j=1

{Eq[log p(zj |z1:j−1, x1:N )]︸ ︷︷ ︸
1

− Eq[log q(zj)]︸ ︷︷ ︸
2

}
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What lets us do this?

For each zk, we will now find the q function that maximizes the
ELBO:

ELBO = Eq[log p(x1:N )] +
M∑
j=1

{Eq[log p(zj |z1:j−1, x1:N )]

− Eq[log q(zj)]}

Taking only the elements relevant for zk,

Lk = Eq[log p(zk|z−k, x1:N )]− Eq[log q(zk)]

Writing this as a function of q(zk),

Lk =

∫
q(zk)E−k[log p(zk|z−k, x1:N )]dzk −

∫
q(zk) log q(zk)dzk
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What lets us do this?

Finally, take the derivative with respect to q(zk), we get the
first order condition:

∂Lk

∂q(zk)
= E−k[log p(zk|z−k, x1:N )]− log q(zk) = 0

which leads to the coordinate ascent update for q(zk):

log q∗(zk) ∝ E−k[log p(zk|z−k, x1:N )]

and since the denominator of the posterior doesn’t depend
on zk, we can simply write:

log q∗(zk) ∝ E−k[log p(zk, z−k, x1:N )]
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Example: Normal mixture model

Let’s return to the mixture model introduced on slide 5, and
try to derive the update for q(zi) for i ∈ {1, ..., n} using
coordinate ascent. Recall:

q∗(zi) ∝ exp{E−q(zi)[log p(µ1:K , zi, z−i, x1:n)︸ ︷︷ ︸
1

]}

where −q(zi) refers to all the other variational parameters:
zm|m̸=i and µ1:K . We can write (1), the log joint distribution of
the observed data and the latent variables, as:

log p(µ1:K , zi, z−i, x1:n) = log p(µ1:K) +
∑
j ̸=i

{log p(zj |π)+

log p(xj |zj , µzj )
}
+ log p(zi|π) + log p(xi|zi, µzi)
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Example: Normal mixture model

Let’s update zi. Keep only the terms that are a function of zi
(on the left or the right of the conditional):

q∗(zi) ∝ exp{E−q(zi)[log p(zi|π) + log p(xi|zi, µzi)]}
= exp{E−q(zi)[log p(zi|π)]︸ ︷︷ ︸

1

+E−q(zi)[log p(xi|zi, µzi)]︸ ︷︷ ︸
2

}

(1) Recall that zi is a draw from the multinomial distribution
with mean vector π. So (1) is simply:

E−q(zi) log

(
n!

z1!...zK !

K∏
k=1

πzk
k

)
= E−q(zi) log

(
1

0!..1!..0!
π1
zi

)
This is equal to log πzi , where πzi is the element of the
multinomial probability vector corresponding to zi.
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Example: Normal mixture model

q∗(zi) ∝ exp{E−q(zi)[log p(zi)]︸ ︷︷ ︸
1

+E−q(zi)[log p(xi|zi, µzi)]︸ ︷︷ ︸
2

}

(2) For the second term, write the functional form (normal) for
log p(xi|zi, µzi):

log
1√
2σ2π

exp{−(xi − µzi)
2

2σ2
}

Let’s fix σ2 at 1 for this exercise:

= log 1− log(2π)1/2 +−(xi − µzi)
2

2

= −1

2
log 2π − x2i

2
+ xiµzi −

µ2
zi

2
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Example: Normal mixture model

Now, let’s take the expectation of this:

E−q(zi)

[
−1

2
log 2π − x2i

2
+ xiµzi −

µ2
zi

2

]

Recall that the expectation is with respect to all the variational
parameters other than zi: the other z’s, and all the µ’s. So
move it in:

−1

2
log 2π − x2i

2
+ xiE[µzi ]−

E[µ2
zi ]

2
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Example: Normal mixture model

Let’s write the whole update:

q∗(zi) ∝ exp

log πzi︸ ︷︷ ︸
1

+−1

2
log 2π − x2i

2
+ xiE[µzi ]−

E[µ2
zi ]

2︸ ︷︷ ︸
2


Now since we have a proportional sign, we can ditch the
constant terms and reduce to:

q∗(zi) ∝ exp

{
log πzi + xiE[µzi ]−

E[µ2
zi ]

2

}
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Summary: coordinate ascent for the normal mixture model

• Begin with data x1:n, hyperparameters µ0 and σ2
0 (from

which we generated our µ’s), and a number of groupsK.
• The variational distributions are:

1. n variational multinomials q(zi)
2. K variational Gaussians q(µk)

• We repeat until convergence:
• E Step

1. For each data point xi, update the variational multinomial
q(zi) derived above.

2. For each group k = 1, ...,K, update the variational
Gaussian (not derived here, but derived by a similar
process).

• M Step: compute non-variational parameters maximizing
the expected log-likelihood from the E step
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Introducing supervision into the LDA model

Suppose we don’t want just any topics, but topics that are
useful for predicting a particular outcome

• Movie review topics that predict how much the reviewer liked
the movie (acting/directing vs. horror/romance)

• Political topics that predict partisanship (political sentiment vs.
war/education)

Structure of the problem set

• First try unsupervised LDA. What sorts of topics do we get?
• How do the topics we got back do at predicting partisanship?
• Try supervised LDA

• How different do the topics look when we’re trying to get
predictive topics?

• How much better can we do at predicting partisanship?
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Supervised LDA: Mechanics (Blei and McAuliffe 2007)

We assume each document and response arises from the
following generative process:
1. Draw topic proportions θ|α ∼ Dir(α)
2. For each word,

(a) Draw topic assignment zn|θ ∼ Mult(θ)
(b) Draw word wn|zn, β1:K ∼ Mult(βzn)

3. Draw response variable y∗|z1:N , η ∼ N (ηT z̄, 1), where
z̄ := 1

N

∑N
n=1 zn

4. Apply label y to document according to y∗:

y | y∗ =

{
1 if y∗ > 0;

0 if y∗ ≤ 0.

(Note that in the original paper, y is observed and normally
distributed.)
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Supervised LDA

Let’s write down the posterior:

p(θ, z1:N , y∗|w1:N , y, α, β1:K , η) =

p(θ|α)
(∏N

n=1 p(zn|θ) p(wn|zn, β1:K)
)
p(y∗|z1:N , η)∫ ∫

p(θ|α)
∑

z1:N

(∏N
n=1 p(zn|θ) p(wn|zn, β1:K)

)
p(y∗|z1:N , η)dθdy∗
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Supervised LDA

Let’s use our coordinate ascent algorithm:

log q∗j (Zj) = Ei ̸=j [log p( X︸︷︷︸
observed

, Z︸︷︷︸
latent

)] + c

So first we need to write down the joint distribution of the
latent and observed variables (for a single document):

log p(θ, z1:N , y∗︸ ︷︷ ︸
latent

, y, w1:N︸ ︷︷ ︸
observed

|α, β1:K , η︸ ︷︷ ︸
fixed

)

= log p(θ|α) +
N∑

n=1

log p(zn|θ) +
N∑

n=1

log p(wn|zn, β1:K)

+ log p(y|y∗) + log p(y∗|z1:N , η)

This is, in a sense, a summary of our data-generating process.
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Supervised LDA

To compute the updates for each of our variational
parameters, pull out the parts that are relevant:

log q∗(θ) = Ez1:N ,y∗

[
N∑

n=1

log p(zn|θ) + log p(θ|α)

]
+ c

log q∗(y∗) = Ez1:N ,θ [log p(y
∗|η, z1:N ] + log p(y|y∗)] + c

log q∗(zn) = Ey∗,θ,z−n

[
N∑

n=1

log p(zn|θ) +
N∑

n=1

log p(wn|zn, β1:K)

+ log p(y∗|η, z1:N )] + c
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Supervised LDA

Next steps:

1. Write out the functional forms for these expressions
2. Move the expectations through the expressions as

appropriate
3. Finally, rearrange the expressions to look like known

distributions:
• q∗(θ) will be Dirichlet
• q∗(y∗) will be normal
• q∗(zn) will be a hideous multinomial

4. Introduce the variational parameters:
• γ for q∗(θ)
• ϕ1:N for q∗(z1:N )

• µ for q∗(y∗)
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A brief note on the truncated normal distribution

In the problem set, you will define a variational parameter
µ = E[y∗] and derive its update.
The information about y will come in as follows:

E[y∗|y] =

µ+ ϕ(µ)
Φ(µ) if y = 1

µ− ϕ(µ)
1−Φ(µ) if y = 0

where ϕ(·) is the PDF of the normal distribution and Φ(·) is the
CDF of the normal.
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Further reading

1. David Blei has a really nice tutorial on variational
inference, on which some of these notes were based

2. The supervised LDA model (for an observed
normally-distributed response, y) is Blei and McAuliffe
2007

3. The original (unsupervised) LDA paper is Blei, Ng, and
Jordan 2003. It goes through some of the derivations
skipped in the sLDA paper.

4. Another cool application of variational inference is
Kosuke’s fast ideal point estimation method, Imai, Lo, and
Olmsted forthcoming (this is not LDA, but the appendix
has some nice detailed derivations).
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https://www.cs.princeton.edu/courses/archive/fall11/cos597C/lectures/variational-inference-i.pdf
http://www.cs.princeton.edu/~blei/papers/BleiMcAuliffe2007.pdf
http://www.cs.princeton.edu/~blei/papers/BleiMcAuliffe2007.pdf
https://www.cs.princeton.edu/~blei/papers/BleiNgJordan2003.pdf
https://www.cs.princeton.edu/~blei/papers/BleiNgJordan2003.pdf
http://imai.princeton.edu/research/files/fastideal.pdf
http://imai.princeton.edu/research/files/fastideal.pdf

